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Since primeval times, mankind has attempted to explain natural phenom-
ena using models. For the past four decades, a new kind of modeler, the
healthcare informatician, has developed and proliferated a new kind of
model, the Clinical Diagnostic Decision Support System (DDSS). Model-
ing historically was, and still remains, an inexact science. Ptolemy, in the
“Almagest,” placed the earth at the center of the universe and could still
explain why the sun would rise in the east each morning. Newton’s nonrel-
ativistic formulation of the laws of mechanics works well for earth-bound
engineering applications. Past and present DDSS incorporate inexact
models of the incompletely understood and exceptionally complex process
of clinical diagnosis. Yet mankind, using imperfect models, has built
machines that fly, and has cured many diseases. Because DDSS augment
the natural capabilities of human diagnosticians, they have the potential to
be employed productively.1

This chapter presents a definition of clinical diagnosis and of DDSS; a
discussion of how humans accomplish diagnosis; a survey of previous
attempts to develop computer-based clinical diagnostic tools; a discussion
of the problems encountered in developing, implementing, evaluating, and
maintaining clinical diagnostic decision support systems; and a brief dis-
cussion of the future of such systems.

Definitions of Diagnosis

In order to understand the history of clinical diagnostic decision support
systems and envision their future roles, it is important to define clinical 
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diagnosis and computer-assisted clinical diagnosis. A simple definition of
diagnosis is:2

the placing of an interpretive, higher level label on a set of raw, more primi-
tive observations [Definition 1].

By this definition one form of diagnosis might consist of labeling, as “abnor-
mal” any laboratory test results falling outside 1.5 times the 95% confidence
intervals for the “normal” values seen in the general population as mea-
sured by that laboratory. Another level of diagnosis under the same defin-
ition might consist of labeling the combination of a low serum bicarbonate
level, a high serum chloride level, and an arterial blood pH of 7.3 as “meta-
bolic acidosis.”

A more involved definition of diagnosis, specific for clinical diagnosis, is:2

a mapping from a patient’s data (normal and abnormal history,
physical examination, and laboratory data) to a nosology of disease states
[Definition 2].

Both of these definitions treat diagnosis improperly as a single event,
rather than as a process.A more accurate definition is found in the Random
House Collegiate Dictionary. There, diagnosis is defined as:3

“the process of determining by examination the nature and circumstances of
a diseased condition” [Definition 3].

Skilled diagnosticians develop an understanding of what the patient’s life
situation was like before the illness began, how the illness has manifested
itself, and how it has affected the life situation.2 The clinician must also
determine the patient’s understanding of, and response to, an illness. The
process of diagnosis entails a sequence of interdependent, often highly indi-
vidualized tasks: evoking the patient’s initial history and physical examina-
tion findings; integration of the data into plausible scenarios regarding
known disease processes; evaluating and refining diagnostic hypotheses
through selective elicitation of additional patient information, such as lab-
oratory tests or serial examinations; initiating therapy at appropriate points
in time (including before a diagnosis is established); and evaluating the
effect of both the illness and the therapy, on the patient, over time.2

Diagnosis is a process composed of individual steps. These steps go from
a point of origin (a question and a set of “presenting findings” and “previ-
ously established diagnoses”), to a point of destination (an answer, usually
consisting of a set of “new established diagnoses” and/or “unresolved dif-
ferential diagnoses”). While the beginning and end points may be identical,
the steps one diagnostician follows may be very different from those taken
by another diagnostician, and the same diagnostician may take different
steps in two nearly identical cases. Because expertise varies among clini-
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cians, different individuals will encounter different diagnostic problems in
evaluating the same patient. For instance, they may generate dissimilar
questions based on difficulties with disparate steps in the diagnostic process,
even if they follow exactly the same steps.

Studies of clinicians’ information needs help us to understand the vari-
ability in diagnostic problem solving among clinicians. Osheroff, Forsythe,
and colleagues4,5 used participant observation, a standard anthropological
technique, to identify and classify information needs during the practice of
medicine in an academic health center. They identified three components
of “comprehensive information needs:” (1) currently satisfied information
needs (information recognized as relevant to a question and already known
to the clinician); (2) consciously recognized information needs (information
recognized by the clinician as important to know to solve the problem, but
which is not known by the clinician); and (3) unrecognized information
needs (information that is important for the clinician to know to solve a
problem at hand, but is not recognized as being important by the clinician).
Failure to detect a diagnostic problem at all would fall into the latter cate-
gory. Different clinicians will experience different diagnostic problems
within the same patient case, based on each clinician’s varying knowledge
of the patient and unique personal store of general medical knowledge.
Osheroff et al. noted the difficulty people and machines have in tailoring
general medical knowledge to specific clinical cases. There may be a wealth
of information in a patient’s inpatient and outpatient records, and also a
large medical literature describing causes of the patient’s problems. The
challenge is to quickly and efficiently reconcile one body of information
with the other.1,4 DDSS can potentially facilitate that reconciliation. A
DDSS can be defined as:

a computer-based algorithm that assists a clinician with one or more com-
ponent steps of the diagnostic process [Definition 4].

While clinicians may have differing conceptions of what they mean by 
diagnosis, the definitions embodied in DDSS are even more varied. DDSS
users are often slow to recognize that each system functionally defines 
diagnosis as the set of tasks that it can perform. Experienced users often
become familiar with using DDSS as tools to supplement, rather than
replace, their own diagnostic capabilities. Untrained DDSS users may have
preconceived unrealistic expectations that engender subsequent frustra-
tion. Naive users view diagnosis on their own terms, based on their own
experiences, and expect diagnostic decision support systems to behave in a
familiar manner. For example, it is unreasonable to expect that a DDSS can
solve a vague problem with minimal input or that DDSS can assist clini-
cians in understanding how an illness has affected the patient’s lifestyle.
Conversely, system developers sometimes create useful diagnostic tools that
provide capabilities outside the experience of human diagnosticians. For
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example, the relationships function of R-QMR† (a DDSS), takes, as input,
up to 10 findings that the clinician-user would like to explain as the key or
“pivotal” findings from a diagnostically challenging case, and produces, as
output, a rank-ordered list of “disease complexes” that each explain all of
the input findings.7 Each disease complex is made up of from one to four
interrelated disorders (e.g., disease A predisposing to disease B and causing
disease C). Because busy clinicians can spare little free time for extraneous
activities, user training for DDSS is extremely critical and must address 
the potential cognitive mismatch between user expectations and system
capabilities.

An important concept related to the use of DDSS is understanding that
the problem to be solved originates in the mind of the clinician-user. The
diagnostic problem cannot be defined in an absolute sense, for example, by
an arbitrary set of input findings selected from a case. The DDSS analog of
the metaphysical question,“if a tree falls in a forest in the absence of people,
will there be a sound?” is “if clinical findings are extracted from a patient
case in the absence of a query from a clinician caring for the patient (or
someone asked to function with that mindset), is there a diagnostic problem
to be solved, or can there be a ‘correct’ answer?”There is only one way that
the findings of a case, in isolation, can define a diagnostic problem, and that
is when the diagnostic problem is the global one, i.e., the DDSS, through its
own initiative, is expected to take all the steps in the diagnostic process
required to explain all patient findings through establishing new diagnoses
(or unresolved differential diagnoses if there is not a solution). It is rare in
clinical practice to encounter the “global” diagnostic problem. Clinicians
usually complete a portion of the evaluation process before they encounter
difficulty, and, correspondingly, once they overcome the difficulty, they are
usually capable of completing the evaluation without further assistance.
While early DDSS developers often assumed the only problem worth
solving was the global diagnostic problem, emphasis over the last decade
has shifted to helping clinicians with problems they encounter during indi-
vidual steps in the diagnostic process. This has led to the demise of the
“Greek Oracle” model, where the DDSS was expected to take all of the
patient’s findings and come up with “the answer.” Current DDSS models
assume that the user will interact with the DDSS in an iterative fashion,
selectively entering patient information and using the DDSS output to
assist with the problems encountered in the diagnostic process.8

In order to interact optimally with the DDSS, the users need to under-
stand the assumptions built into the system. As noted previously, each
DDSS functionally defines diagnosis as the tasks it can perform (or assist
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users in performing). The subtle nature of underlying assumptions that
system developers incorporate into DDSS can be deceptive to users. For
example, one of the most well known diagnostic systems is the Bayesian
program for diagnosis of acute abdominal pain developed by de Dombal
and colleagues.9,10 As it was originally developed, the system’s goal, not
stated explicitly, was to discriminate between surgical and nonsurgical
causes of acute abdominal pain in order to help triage patients in an emer-
gency room (or similar) setting. A limited number of explicit diagnoses are
supported by the system, all of which, except “nonspecific abdominal pain,”
are surgical disorders or potentially surgically treated disorders (such as
acute appendicitis, acute pancreatitis, and acute diverticulitis). The perfor-
mance of the system was evaluated in multicenter studies10 and shown to
be exemplary with respect to the circumstances for which it was designed.
However, naive users generically relying on de Dombal’s system to help
with the diagnosis of all patients presenting with acute abdominal pain
would be disappointed.There is a high potential for errors in caring for such
patients if the clinician-users do not supplement system output with their
own knowledge. The system could not properly diagnose patients present-
ing with acute intermittent porphyria, lead poisoning, early T10 dermatome
herpes zoster, or familial Mediterranean fever. Even when the system per-
forms optimally, all these conditions would be labeled as “nonspecific
abdominal pain.”

The utility of making specific diagnoses lies in the selection of effective
therapies, making accurate prognoses, and providing detailed explanations.1

In some situations, it is not necessary to arrive at an exact diagnosis in order
to fulfill one or more of these objectives. Treatment is often initiated before
an exact diagnosis is made. Furthermore, the utility of making certain diag-
noses is debatable, especially if there is a small probability of effective treat-
ment. For instance, labeling a patient as having “obesity” does not flatter
the patient, and, even worse, may cause the clinician to do more harm than
good. Good documentation exists in the medical literature, that once a
patient reaches approximately twice their ideal body weight, the patient’s
metabolism and psychology related to eating changes11 so that the progno-
sis of dieting down to the ideal body weight and staying there is approxi-
mately equal to the survival rate for gastric carcinoma at five years.
Resorting to nonprescription, potentially harmful therapies such as 
unsupervised prolonged fasting, or prescribed amphetamines may lead to
more harm than benefit, yet desperate patients and physicians sometimes
resort to such approaches.

The cost of eliciting all possible patient data is potentially staggering—
temporally, economically, and ethically—since there are real risks of mor-
bidity and/or mortality associated with many diagnostic procedures such as
liver biopsy or cardiac catheterization. (Of note, there are some individu-
als who now advocate “total body imaging” as a noninvasive, relatively
affordable mechanism of gathering maximal diagnostic information at one
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time from a patient, despite the fact that, other than for identifying tumor
metastases, there is little evidence to support this procedure.) Given the
impossibility and impracticality of gathering every conceivable piece of
diagnostic information with respect to each patient, the “art” of diagnosis
lies in the ability of the diagnostician to carefully evoke enough relevant
information to justify all important and ultimately correct diagnoses in each
case, as well as to initiate therapies at appropriate points during the evalu-
ation.2 The knowledge of how to “work up” the patient depends critically
on the ability to evoke history, symptoms, and physical examination find-
ings, concurrently with the ability to generate diagnostic hypotheses that
suggest how to further refine or pursue the findings already elicited, or to
pursue completely different additional findings. In addition, this must be
done in a compassionate and cost-effective manner.2

Human Diagnostic Reasoning

Diagnostic reasoning involves diverse cognitive activities, including infor-
mation gathering, pattern recognition, problem solving, decision making,
judgment under uncertainty, and empathy. Large amounts of highly orga-
nized knowledge are necessary to function in this relatively unstructured
cognitive domain. Our knowledge of human diagnostic reasoning is based
on generic psychological experiments about reasoning and on direct studies
of the diagnostic process itself. Relevant principles of human problem-
solving behavior have been unveiled through focused studies examining
constrained problem spaces such as chess-playing and cryptoarithmetic.12

Such studies have documented that experts recognize patterns of activity
within a domain at an integrated, higher level (“chunking”) than novices.
Additional psychological experiments about judgments made under uncer-
tainty13 have provided insights into individuals’ imperfect semiquantitative
reasoning skills.

To investigate the complex intellectual task of clinical diagnosis, many
researchers14,15 have used behavioral methods that combine protocol analy-
sis with introspection. Researchers record clinicians as they think aloud
while performing specified cognitive tasks related to diagnosis (including
normal clinical activities). Post facto, the clinicians themselves, or others, are
asked to interpret the motives, knowledge, diagnostic hypotheses, and
strategies involved in the recorded sessions. However, there is no proof that
the stories constructed by experts to explain their diagnostic reasoning cor-
respond to the actual reasoning methods they use subconsciously.

Most models of diagnostic reasoning include the following elements: the
activation of working hypotheses; the testing of these hypotheses; the acqui-
sition and interpretation of additional information; and confirming, reject-
ing, or adding of new hypotheses as information is gathered over time.
Working hypotheses are generated early in the process of information 
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gathering, at a time when only few facts are known about the patient.14,15

Only a limited number of these hypotheses, rarely more than five, are enter-
tained simultaneously, probably because of the limited capacity of human
short term memory.16 Early hypothesis generation is probably accomplished
through some form of pattern recognition, with experts more capable of
applying compiled knowledge and experiences than novices. Comparing
clinical reasoning in novices and experts, Evans and Patel17 showed that
experts rarely rely directly on causal reasoning and knowledge of basic sci-
ences, except when reasoning outside their domain of expertise.

As noted by Pople and others,18 clinical diagnosis fits Simon’s criteria for
being an ill-structured problem.19 Simon gave as an example of an ill-
structured problem, the task an architect faces in creatively designing a new
house “from scratch”—the realm of possible solutions encompasses a great
variety of applicable methods and a broad set of alternative outcomes. As
summarized by Pople, Simon observed that ill-structured problems can be
solved by splitting the problem into smaller, well defined subtasks that are
each more easily accomplished.18

In clinical diagnosis, early hypothesis generation helps to constrain 
reasoning to “high yield” areas, and permits the use of heuristic methods 
to further elucidate a solution.20 Studies have shown that most clinicians
employ the hypothetico-deductive method after early hypothesis genera-
tion.14,15 Data are collected with a view to their usefulness in refining, reject-
ing, or substituting for the original set of hypotheses. In the setting of
clinicopathological exercises, Eddy and Clanton21 showed that identification
of a pivotal finding is often used to simplify the diagnostic problem and to
narrow the focus to a limited set of hypotheses. Kassirer and Gorry15

described the “process of case building,” where hypotheses are evaluated
against the model of a disease entity using techniques that can be emulated
in computers using Bayes’ rule, Boolean algebra, or template matching (see
Chapter 2 for an explanation of these terms). They also recognized that
heuristic methods are commonly used to confirm, eliminate, discriminate
between, or explore hypotheses. Weed22 and Hurst and Walker23 suggested
that clinical problem-solving can be approached by splitting complex, com-
posite problems into relatively independent, discrete “problem areas.”With
respect to diagnosis, Pople observed that separating complex differential
diagnoses into problem areas allows diagnosticians to apply additional pow-
erful reasoning heuristics. They can assume that the differential diagnosis
list within a problem area contains mutually exclusive hypotheses and that
the list can be made to be exhaustive (i.e., complete), so that it is assured
that the correct diagnosis is on the list for the problem area, and that only
one diagnosis on the list is the correct one.18

Kassirer has identified three abstract categories of human diagnostic rea-
soning strategies: probabilistic, causal, and deterministic.24 Formal models
for each type of reasoning have been developed, most often separately from
observational studies on how actual reasoning occurs. Probabilistic models
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such as Brunswik’s lens model25 and Bayesian26,27 approaches, as well as
decision analysis28,29 define statistical associations between clinical variables
and use mathematical models to compute optimal decisions.While it is clear
that diagnosticians consider prevalence and other probabilistic concepts
during their reasoning,14,15 observational and experimental studies show
that humans are not intuitively good statisticians.13,30 Human problem-
solvers tend to rely on judgmental heuristics. Experiments document that
humans improperly evaluate subjective probabilities, misuse prior proba-
bilities, and fail to recognize important phenomena, such as the regression
towards the mean. While there has been some evidence that humans have
more difficulty reasoning with probabilities than they do understanding the
concepts which underlie them,31 humans also demonstrate other reasoning
errors such as reluctance to revise opinions when presented with data that
do not fit with working hypotheses when the data’s diagnostic significance
is properly understood.13,30

Models of causal (pathophysiological) reasoning, such as those developed
by Feinstein32,33 in the 1970s, establish cause-and-effect relations between
clinical variables within anatomic, physiologic, biochemical, and ultimately,
genetics-based representations of the reality. Although causal inferences
(reasoning from causes to consequences) can be viewed as the inverse of
diagnostic inferences (reasoning from consequences to causes), studies
have shown that when making judgments under uncertainty, humans assign
greater impact to causal rather than other diagnostic data of equal infor-
mative weight, and they commonly make over-confident predictions when
dealing with highly uncertain models.13 Causal, pathophysiological reason-
ing uses shared, global, patient-independent knowledge33 and provides an
efficient means of verifying and explaining diagnostic hypotheses. However,
it is not clear how much causal reasoning is actually used in early hypoth-
esis generation and other stages of nonverbalized diagnostic reasoning. As
noted earlier, observational studies indicate that experts tend to employ
causal, pathophysiological reasoning only when faced with problems
outside the realm of their expertise, highly atypical problems, or when they
are asked to explain their reasoning to others.5

In deterministic models, production rules, i.e., specifying appropriate
actions in response to certain conditions, are used to represent the basic
building blocks of human problem-solving. Such if–then rules representing
compiled knowledge can be expressed in the form of branching-logic flow-
charts and clinical algorithms for nonexperts to follow. However, produc-
tion rules do not deal effectively with uncertainty,34 which is a disadvantage
in clinical practice, where uncertainty is a common feature.

The late M. Scott Blois, a great philosopher-informatician-clinician, used
a funnel to illustrate the spectrum of clinical judgment.35 Consideration of
patients’ ill-structured problems, including undifferentiated concerns and
vague complaints, occurs at the wide end of the funnel. Focused decisions
in response to specific clinical questions (e.g., choosing an antibiotic to treat
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the bacteria isolated as the cause of a pneumonia) were represented at the
narrow end. This model is consistent with Simon’s view of how humans
solve ill-structured problems.18 Blois noted that decision support systems
were best applied toward the narrow end of the funnel, since circumscribed,
well structured problems are encountered there. Those problems are more
amenable to solution through application of computational models of cog-
nitive skills, requiring only focused and specific knowledge. On the other
hand, at the open end of the funnel, one has to deal with common-sense
knowledge and the general scope of ordinary human judgment in order to
make meaningful progress, and few computer-based systems (other than
those for record-keeping) are applicable.

Historical Survey of Diagnostic Decision 
Support Systems

The majority of important concepts related to current DDSS were devel-
oped and presented in the literature prior to 1976. In a comprehensive 1979
review of reasoning strategies employed by early DDSS, Shortliffe,
Buchanan, and Feigenbaum identified the following classes of DDSS: clin-
ical algorithms, clinical databanks that include analytical functions, mathe-
matical pathophysiological models, pattern recognition systems, Bayesian
statistical systems, decision-analytical systems, and symbolic reasoning
(sometimes called “expert” systems).36 This section, without being compre-
hensive, will describe how some of the early pioneering efforts led to many
classes of systems present today.

The many types of DDSS correspond to the large number of clinical
domains to which diagnostic reasoning can be applied, to the multiple steps 
of diagnostic reasoning described above and to the variety of difficulties 
that diagnosticians may encounter at each step. When health care informat-
ics researchers come upon the term “clinical diagnostic decision-support
systems,”many think primarily of general-purpose,broad-spectrum consulta-
tion systems.1 However, Definitions 1 through 3, in the section on definitions
of diagnosis,form the basis for the broad spectrum of diagnostic systems actu-
ally encountered. In a sense, Definition 1, diagnosis as interpretation of raw
observations, is potentially recursive, as it defines successively more complex
classes of diagnostic tools.Low-level diagnostic labels placed on “raw”obser-
vations can be used as input into second-level diagnostic systems that produce
higher-level labels that are then used at progressively higher levels.

There are systems for general diagnosis (no matter how broad or 
narrow their application domains), and systems for diagnosis in specialized
domains such as interpretation of ECG tracings.37 The general notion of
DDSS conveyed in the biomedical literature sometimes overlooks special-
ized, focused, yet highly successful medical device-associated diagnostic
systems. Some simple DDSS help to interpret blood gas results, assist in 
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categorizing diagnostic possibilities based on the output of serum protein
electrophoresis devices, or aid in the interpretation of standardized pul-
monary function tests. DDSS for cytological recognition and classification
have found successful application in devices such as automated differential
blood count analyzers and systems to analyze Papanicolaou smears.1 Small,
focused DDSS are the most widely used form of diagnostic decision support
programs, and their use will grow as they are coupled with other automated
medical devices.1

In their classic paper published in 1959, Ledley and Lusted26 observed
that physicians have an imperfect knowledge of how they solve diagnostic
problems. Ledley and Lusted detailed the principles underlying work on
Bayesian and decision-analytic diagnostic systems that has been carried out
over subsequent decades. They stated that both logic (as embodied in set
theory and Boolean algebra) and probabilistic reasoning (as embodied in
Bayes’ rule) were essential components of medical reasoning. Ledley and
Lusted mentioned the importance of protocol analysis in understanding
human diagnostic reasoning.They stated that they had reviewed how physi-
cians solve New England Journal of Medicine CPC (clinicopathological con-
ference) cases as the foundation for their work on diagnostic computer
systems. Both for practical reasons and for philosophical reasons, much
work on DDSS has focused on the differences between logical deductive
systems and probabilistic systems. Chapter 2 describes these approaches in
more detail. What follows is a description of how DDSS have embodied
these reasoning principles.

Logical systems, based on “discriminating questions” to distinguish
among mutually exclusive alternatives, have played an important role 
since the pioneering work by Bleich and his colleagues38 on acid base and
electrolyte disorders. To this day, such systems are applicable to narrow
domains, especially those where it is fairly certain that only one disorder is
present. When users of a branching logic system incorrectly answer one of
the questions posed by the system, they may find themselves “out on a limb”
with no way to recover except by starting over from the beginning; the like-
lihood of such problems increases when multiple independent disease
processes interact in the patient. Thus, ideal application areas are those
where detailed knowledge of pathophysiology or extensive epidemiologi-
cal data make it possible to identify parameters useful for dividing diag-
nostic sets into nonintersecting subsets, based on specific characteristics.

Bayes’ rule is applicable to larger domains. Warner and colleagues in
1960–1961 developed one of the first medical application systems based on
Bayes’ rule. In their original contribution,27 they discussed the indepen-
dence assumption required among diagnoses and among findings by the
most commonly employed Bayesian applications, and proposed a method
for eliminating the influence of redundant findings.They obtained the prob-
abilities used in the diagnosis of congenital heart diseases from literature
review, from their own series of over 1,000 cases, and from experts’ esti-
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mates based on knowledge of pathophysiology. Warner et al. observed how
diagnostic systems can be very sensitive to false positive findings and to
errors in the system’s database. The importance of obtaining accurate data
from the user was emphasized. In their evaluation of their system’s perfor-
mance, they pointed out the need for an independent “gold standard”
against which the performance of the system could be judged. In the 
evaluation of their system, they used cardiac catheterization data and/or
anatomical (postmortem) data to confirm the actual patient diagnoses.
Warner et al. have continued to develop and refine models for Bayesian
diagnosis over the years.1

In 1968, Gorry and Barnett developed a model for sequential Bayesian
diagnosis.39 The first practical Bayesian system, and one of the first DDSS
to be utilized at widespread clinical sites, was the system for diagnosis of
acute abdominal pain developed by de Dombal and colleagues.1,9 A large
number of groups have subsequently developed, implemented, and refined
Bayesian methods for diagnostic decision making, and a wave of enthusi-
asm surrounds current work on Bayesian belief networks for clinical diag-
nosis.1 Probabilistic systems have played, and will continue to play, an
important role in DDSS development.

An additional alternative exists to categorical (predicate calculus)40 and
probabilistic reasoning that combines features of both but retains a funda-
mental difference. That alternative is heuristic reasoning, reasoning based
on empirical rules of thumb. The HEME program for diagnosis of hema-
tological disorders was one of the earliest systems to employ heuristics and
also one of the first systems to use, in effect, criteria tables for diagnosis of
disease states. It was developed initially by Lipkin, Hardy, Engle, and their
colleagues in the late 1950s.1,41–43 Programs which heuristically match ter-
minology from stored descriptions of disease states to lexical descriptions
of patient cases are similar conceptually to HEME. The CONSIDER
program developed by Lindberg et al.44 and the RECONSIDER program
developed by Blois and his colleagues45 used heuristic lexical matching tech-
niques to identify diseases in Current Medical Information and Terminol-
ogy (CMIT), a manual of diseases compiled and previously maintained by
the American Medical Association. The EXPERT system shell, developed
by Weiss and Kulikowski,46 has been used extensively in developing systems
that utilize criteria tables, including AI/Rheum,47,48 for diagnosis of rheuma-
tological disorders, as well as other systems.

G. Anthony Gorry was an enlightened pioneer in the development of
heuristic diagnostic systems that employ symbolic reasoning. In a classic
paper published in 1968, Gorry49 outlined the general principles underlying
expert system approaches to medical diagnosis that were subsequently
developed in the 1970s and 1980s. Gorry proposed a formal definition of
the diagnostic problem. In a visionary manner, he analyzed the relation-
ships among a generic inference function (used to generate diagnoses from
observed findings), a generic test-selection function that dynamically selects
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the best test to order (in terms of cost and information content), and a
pattern-sorting function that is capable of determining if competing diag-
noses are members of the same “problem area” (i.e., whether diagnostic
hypotheses should be considered together because they are related to
pathology in the same organ system). He pointed out the difference
between the information value, the economic cost, and the morbidity or
mortality risk of performing tests; discussed the cost of misdiagnosis of
serious, life-threatening or disabling disorders; noted the potential influence
of “red herring” findings on diagnostic systems; described the “multiple
diagnosis” problem faced by systems when patients have more than one
disease; and suggested that the knowledge bases underlying diagnostic
systems could be used to generate simulated cases to test the diagnostic
systems.

Gorry’s schemata represent the intellectual ancestors of a diverse group
of medical diagnostic systems, including, among others: PIP (the Present
Illness Program), developed by Pauker et al.; MEDITEL for adult illnesses,
which was developed by Waxman and Worley from an earlier pediatric
version; Internist-I developed by Pople, Myers, and Miller; QMR, developed
by Miller, Masarie, and Myers; DXplain, developed by Barnett and col-
leagues; Iliad, developed by Warner and colleagues; and a large number of
other systems.1,50–56

Shortliffe introduced the clinical application of rule-based expert systems
for diagnosis and therapy through his development of MYCIN1,57 in
1973–1976. MYCIN used backward chaining through its rule base to collect
information to identify the organism(s) causing bacteremia or meningitis in
patients (see discussion of backward and forward chaining in Chapter 2).
A large number of rule-based DDSS have been developed over the years,
but most rule-based DDSS have been devoted to narrow application areas
due to the extreme complexity of maintaining rule-based systems with more
than a few thousand rules.1

With the advent of the microcomputer came a change in philosophy in
regard to the development of DDSS. For example, the style of diagnostic
consultation in the original 1974 Internist-I program treated the physician
as unable to solve a diagnostic problem. The model assumed that the physi-
cian would transfer all historical information, physical examination findings,
and laboratory data to the Internist-I expert diagnostic consultant program.
The physician’s subsequent role was that of a passive observer, answering
yes or no to questions generated by Internist-I. Ultimately, the omniscient
Greek Oracle (consultant program) was supposed to provide the correct
diagnosis and explain its reasoning. By the late 1980s and early 1990s, devel-
opers abandoned the “Greek Oracle” model8 of diagnostic decision support.
Encouraged by the critiquing model developed by Miller1,58 and his col-
leagues, recent DDSS developers have made it their objective to create a
mutually beneficial system that takes advantage of the strengths of both 
the user’s knowledge and the system’s abilities. The goal is to improve 
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performance of both the user and the machine over their native (unas-
sisted) states.

Several innovative techniques were added in the 1980s and 1990s, to 
previous models for computer-assisted medical diagnosis. The trend has
been to develop more formal models that add mathematical rigor to the
successful, but more arbitrary, heuristic explorations of the 1970s and early
1980s. However, there are tradeoffs involved in formal mathematical
models, often related to available data quality, which in many ways make
them heuristic as well.59 Systems based on fuzzy set theory and Bayesian
belief networks were developed to overcome limitations of heuristic and
simple Bayesian models.1 Reggia, Nau, and Wang1,60 developed set covering
models as a formalization of ad hoc problem-area formation (partitioning)
schemes, such as that developed by Pople and Miller for Internist-I.61

Neural networks represent an entirely new approach to medical diagno-
sis, although the weights learned by simple one-layer networks may be anal-
ogous or identical to Bayesian probabilities.1 Problems with neural networks
include selecting the best topology, preventing overtraining and undertrain-
ing, and determining what cases to use for training. The more complex a
neural network is (number of input and output nodes, number of hidden
layers), the greater the need for a large number of appropriate training cases.
Often, large epidemiologically controlled patient data sets are not available.
There is a tendency among some developers to resort to simulation tech-
niques to generate training cases. Use of “artificial” cases to train neural net-
works may lead to sub-optimal performance on real cases. Chapters 1–4
provide additional detail on the models mentioned above.

Developing, Implementing, Evaluating,
and Maintaining Diagnostic Decision Support Systems

For any DDSS to achieve success, it must complete a number of stages of
development.2,62 To begin with, a DDSS should be developed to meet doc-
umented information needs.4,5,63 Developers must perform a clinical needs
assessment to determine the utility of the proposed system and the fre-
quency with which it might be used in various real-world settings. Clinical
systems should not be developed simply because someone wants to test an
exciting new computational algorithm. The rule, “if it’s not broke, don’t 
fix it” applies to the development of DDSS, as well as other aspects of 
technology. Developers must carefully define the scope and nature 
of the process to be automated. They must also understand the process to
be automated well enough to reduce the process to an algorithm. All
systems, especially DDSS, have boundaries (both in domain coverage and
algorithm robustness) beyond which the systems often fail. Developers
must understand these limits and make users aware of them. Each algo-
rithm must be studied to determine the ways in which it might fail, due to
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both inherent limitations and flaws that might occur during the process of
implementation.2

Developers and interested third parties must evaluate any automated
system carefully, initially “in vitro” (outside of the patient care arena, with
no risks to patients), and, once warranted, in vivo (prospectively, on the
front lines of actual patient care delivery) in order to determine if the auto-
mated system improves or promotes important outcomes that are not pos-
sible with the pre-existing manual system.64 Finally, developers and users
must demonstrate the practical utility of the system by showing that clini-
cians can adopt it for productive daily use.2 A potentially great system that
is not used cannot have a beneficial impact on clinical outcomes. Unfortu-
nately, few, if any, of the existing clinical decision support systems have yet
fulfilled these criteria.

There are a number of problems that have limited the ultimate success
of DDSS to date. These include: difficulties with domain selection and
knowledge-base construction and maintenance; problems with the diag-
nostic algorithms and user interfaces; the problem of system evolution,
including evaluation, testing, and quality control; issues related to machine
interfaces and clinical vocabularies; and legal and ethical issues.These issues
are discussed below.

Clinical Domain Selection
DDSS domain selection is often problematic. Substantial clinical domains
must be chosen in order to avoid creating “toy” systems. However, con-
struction of knowledge bases, to support substantial DDSS, can require
dozens of person-years of effort in broad domains such as general internal
medicine. To date, although most large medical knowledge bases have at
least initially been created in the academic environment, many projects do
not have adequate funding to sustain such activity over time.65 Availability
of adequate domain expertise is also a problem. Clinical collaborators gen-
erally earn their wages through patient care or research, and sustaining
high-level input from individuals with adequate clinical expertise can be dif-
ficult in the face of real-world demands. Commercial vendors must hire an
adequate and well qualified staff of physicians in order to maintain medical
knowledge bases. However, the income generated through the sale of
DDSS programs is limited by the number of users who purchase a program
or its updates, so scaling up a DDSS maintenance department can be 
difficult.

Different problems affect DDSS with narrow domains. One problem is
garnering an adequate audience. The CASNET system was an exemplary
prototypic system for reasoning pathophysiologically about the diagnosis
and therapy of glaucoma.66 It typifies a problem that can occur with suc-
cessful experimental expert systems—the persons most likely to require a
specialized system’s use in clinical medicine are the domain experts whose
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knowledge was used to develop the system.The persons who routinely diag-
nose and treat glaucoma are ophthalmologists, who are by definition board-
certified specialists in the domain of ophthalmology. The program, in effect,
preaches to the choir. It is more difficult for an automated system to provide
benefit to experts in that specialty, so experts may not use it, but general-
ists are also unlikely to use a system with very narrow functioning. A
program like the CASNET system must be extremely robust and provide
more than one kind of service (e.g., it should have integrated record-
management and other functions) in order for it to find use in clinical 
practice.

Knowledge-Base Construction and Maintenance
Knowledge base maintenance is critical to the clinical validity of a DDSS.1

Yet it is hard to judge when new clinical knowledge becomes an established
“fact.” The first reports of new clinical discoveries in highly regarded
medical journals must await confirmation by other groups over time before
their content can be added to a medical knowledge base. The nosological
labels used in diagnosis reflect the current level of scientific understanding
of pathophysiology and disease, and they may change over time without the
patient or the patient’s illness, per se, changing.1 For example, changes occur
in how a label is applied when the “gold standard” for making a diagnosis
shifts from a pathological biopsy result to an abnormal serological test—
patients with earlier, previously unrecognized forms of the illness may be
labeled as having the disease. Corresponding changes must be made to keep
a DDSS knowledge base up to date.

Knowledge-base construction must be a scientifically reproducible
process that can be accomplished by qualified individuals at any site.67

Knowledge-base construction should be clinically grounded, based on
“absolute” clinical knowledge whenever possible. Attempts to “tune” the
DDSS knowledge base to improve performance on a given case or group
of cases should be strongly discouraged unless such tuning has an objective
basis, such as information culled from the medical literature. If the process
of knowledge-base construction is highly dependent on a single individual,
or can only be carried out at a single institution, then the survival of that
system over time is in jeopardy. While much of the glamour of computer-
based diagnostic systems lies in the computer algorithms and interfaces, the
long-term value and viability of a system depends on the quality, accuracy,
and timeliness of its knowledge base.1

Even initially successful DDSS cannot survive unless the medical knowl-
edge bases supporting them are kept current. This can require Herculean
efforts. Shortliffe’s MYCIN program57 was developed as a research project
to demonstrate the applicability of rule-based expert systems to clinical
medicine. MYCIN was a brilliant, pioneering effort in this regard. The eval-
uation of MYCIN in the late 1970s by Yu and colleagues demonstrated that
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the program could perform at the expert level on challenging cases.68 But
MYCIN was never put into routine clinical use, nor was an effort made to
update its knowledge base over time. After 1979, lack of maintenance
caused its antibiotic therapy knowledge base to become out of date.

Diagnostic Decision Support Systems—Diagnostic
Algorithms and User Interfaces
Just as computer-based implementation of many complex algorithms
involves making trade-offs between space (memory) and time (CPU
cycles), development of real-world diagnostic systems involves a constant
balancing of theory (model complexity) and practicality (ability to con-
struct and maintain adequate medical databases or knowledge bases, and
ability to create systems which respond to users’ needs in an acceptably
short time interval).59 We may understand, in theory, how to develop
systems that take into account gradations of symptoms, the degree of uncer-
tainty in the patient and/or physician-user regarding a finding, the severity
of each illness under consideration, the pathophysiological mechanisms of
disease, and/or the time course of illnesses. Such complexities may ulti-
mately be required to make actual systems work reliably. However, it is not
yet practical to build such complex, broad-based systems for patient care.
The effort required to build and maintain superficial knowledge bases is
measured in dozens of person-years of effort, and more complex knowl-
edge bases are likely to require an order of magnitude greater effort.1

Although some people believe that the computer will eventually replace 
the physician,69 that position is not very tenable.A clinician cannot convey his
or her complete understanding of an involved patient case to a computer
program. One can never assume that a computer program “knows” all that
needs to be known about the patient case,no matter how much time and effort
is spent on data input into the computer system.As a result, the clinician-user
who directly evaluated the patient must be considered to be the definitive
source of information about the patient during the entire course of any 
computer-based consultation.2 In addition, the highly skilled health-care 
practitioner—who understands the patient as a person—possesses the most
important intellect to be employed during a consultation. That user should
intellectually control the process of computer-based consultation.DDSS must
be designed to permit users to apply individual tools to assist with the sequence
of steps in the diagnostic process in the sequence that the user prefers at the
time,not in an arbitrary sequence selected by the DDSS algorithm.

All DDSS, and especially narrowly focused ones, face the “critical mass”
problem. Few clinicians are likely to purchase and install office computer
systems solely to run one application. The number of narrow DDSS that
could be useful in the setting of a primary care practitioner’s office is poten-
tially measured in tens or hundreds. Yet few computer-literate individuals
learn how to successfully operate more than a dozen applications. Until
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there is a standard, integrated environment and user interface that allows
smooth transition among dedicated applications, DDSS are not likely to be
used heavily. It is possible that the Internet, with a common user interface
across multiple hardware platforms, will evolve to be the integrated envi-
ronment required. However, current limitations of such interfaces leave this
an open question. Systems must provide flexible environments that adapt to
the user’s needs and problems, rather than providing an interface that is
inflexible and which penalizes the user for deviating from the normal order
of system operation. It must be easy to move from one program function to
another if it is common for the healthcare user to do so mentally on their
own.Transitions must be facilitated when frequent patterns of usage emerge.

Diagnostic Decision Support Systems Testing, Evaluation,
and Quality Control
System evaluation in biomedical informatics should take place as an
ongoing, strategically planned process, not as a single event or small number
of episodes.61,64 Complex software systems and accepted medical practices
both evolve rapidly, so evaluators and readers of evaluations face moving
targets.As previously noted, systems are of value only when they help users
to solve users’ problems. Users, not systems, characterize and solve clinical
diagnostic problems. The ultimate unit of evaluation should be whether the
user plus the system is better than the unaided user with respect to a spec-
ified task or problem (usually one generated by the user).

It is extremely important during system development to conduct infor-
mal “formative” type evaluations. As a part of this process, new cases must
be analyzed with the DDSS on a regular (e.g., weekly) basis. After each
failure of the DDSS to make a “correct” diagnosis, careful analysis of both
the system’s knowledge base and diagnostic algorithms must be carried out.
Both the information in the knowledge base on the “correct” diagnosis, and
the information on any diagnoses offered in error, must be reviewed and
potentially updated. In addition, periodic rerunning of previous series of
test cases should be done on an annual (or similar) basis, to verify that there
has not been significant “drift” in either the knowledge base or the diag-
nostic program that would influence the system’s abilities.

Formal evaluations of DDSS should take into account the following four
perspectives: (1) appropriate evaluation design; (2) specification of criteria
for determining DDSS efficacy in the evaluation; (3) evaluation of the
boundaries or limitations of the DDSS; and (4) identification of potential
reasons for “lack of system effect.”64 Each of these issues is discussed below.

Appropriate Evaluation Design

Evaluation plans should be appropriate for the information needs being
addressed, the level of system maturity, and users’ intended form of DDSS
usage (or specific system function evaluated).62,64 The same DDSS may
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serve as an electronic textbook for one user, a diagnostic checklist genera-
tor for another user, a consultant to determine the next useful step in a spe-
cific patient’s evaluation for a third user, and a tool to critique/reinforce the
users’ own pre-existing hypotheses for a fourth user. Each system function
would require a different form of evaluation whenever anticipated user
benefits depend on which system function is used. Evaluations should
clearly state which user objective is being studied and which of the avail-
able system functions are relevant to that objective.

In 1994, Berner and colleagues evaluated the ability of several systems
to generate first-pass differential diagnoses from a fixed set of input find-
ings.70 These findings were not generated by everyday clinical users, but
from written case summaries of real patient data. That approach was dic-
tated by the desire to standardize system inputs and outputs for purposes
of multisystem use. The primary goal of Berner et al. was to develop
methods and metrics that would characterize aspects of system perfor-
mance in a manner useful for rationally comparing different systems and
their functions. All of the systems in that study were capable of generating
questions to further refine the initial differential diagnoses, which is the
intended mode of clinical use for such systems. Because that study was not
intended to produce a definitive rating or comparison of the systems them-
selves, the involved systems were not placed in the hands of end users, nor
were the systems used in a manner to address common end-user needs.
Even though the evaluation did not examine this capability, the methods
used by Berner were sound. Generating a first-pass differential diagnosis is
a good initial step, but subsequent evidence gathering, reflection, and refine-
ment are required.

There are important questions that must be answered in the evaluation.
Are the problems ones that clinical users generate during clinical practice,
or artificial problems generated by the study design team? Is the case mate-
rial accurately based on actual patient cases? Note that there can be no truly
verifiable diagnosis when artificial, manually constructed or computer-
generated cases are used. Are the evaluation subjects clinical users whose
participation occurs in the clinical context of caring for the patients used as
“test cases?”Are clinical users evaluating abstracts of cases they have never
seen, or are nonclinical personnel evaluating abstracted clinical cases using
computer systems? Are users free to use all system components in whatever
manner they choose, or is it likely that the study design will constrain users
to exercise only limited components of the system? The answers to these
questions will determine the generalizability of the results of the evaluation.

Specification of Criteria for Determining Diagnostic Decision Support
Systems Efficacy in the Evaluation

Evaluations must determine if the criteria for “successful” system perfor-
mance are similar to what clinical practitioners would require during actual
practice. Diagnosis itself, or more properly, “diagnostic benefit,” must be
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defined in such contexts. Similarly, what it means to establish a diagnosis
must be carefully defined. For example, it is not adequate to accept hospi-
tal discharge diagnoses at face value as a “gold standard” since discharge
diagnoses are not of uniform quality—they have been documented to be
influenced by physician competency, coding errors, and economic pressures.
Furthermore, some discharge diagnoses may be “active” (undiagnosed at
admission and related to the patient’s reason for hospitalization), while
others may be relevant but inactive. Criteria for the establishment of a “gold
standard” diagnosis should be stated prospectively, before beginning data
collection.

Evaluation of the Boundaries or Limitations of the Diagnostic Decision
Support Systems

A system may fail when presented with cases outside its knowledge-base
domain, but if an evaluation uses only cases from within that domain, this
failure may never be identified.The limits of a system’s knowledge base are a
concern because patients do not accurately triage themselves to present to the
most appropriate specialists. For instance, as discussed earlier, de Dombal’s
abdominal pain system performed very well when used by surgeons to deter-
mine if patients presenting with abdominal pain required surgery.However,a
patient with atypical appendicitis may present to an internist, and a patient
with abdominal pain due to lead poisoning may first see a surgeon.

Identification of Potential Reasons for “Lack of System Effect”

DDSS operate within a system that not only includes the DDSS itself, but
also the user and the healthcare environment in which the user practices.
A model of all of the possible influences on the evaluation outcomes would
include DDSS-related factors (knowledge-base inadequacies, inadequate
synonyms within vocabularies, faulty algorithms, etc.), user-related factors
(lack of training or experience with the system, failure to use or understand
certain system functions, lack of medical knowledge or clinical expertise,
etc.) and external variables (lack of available gold standards, failure of
patients or clinicians to follow-up during study period). It is important to
recognize that studies that focus on one aspect of system function may have
to make compromises with respect to other system or user-related factors
in order to have an interpretable result. Additionally, in any DDSS evalu-
ation, the user’s ability to generate meaningful input into the system, and
the system’s ability to respond to variable quality of input from different
users, is an important concern.

Evaluations of DDSS must each take a standard objective (which may
be only one component of system function) and measure how effectively
the system enhances users’ performances, using a study design that incor-
porates the most appropriate and rigorous methodology relative to the
stage of system development. The ultimate clinical end user of a given
DDSS must determine if published evaluation studies examine the system’s
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function in the manner that the user intends to use it. This is analogous to
a practitioner determining if a given clinical trial (of an intervention) is rel-
evant to a specific patient by matching the given patient’s characteristics to
the study’s inclusion and exclusion criteria, population demographics, and
the patient’s tolerance for the proposed forms of therapy as compared to
alternatives. The reporting of an individual “negative study” of system per-
formance should not, as it often does now, carry the implication that the
system is globally suboptimal. A negative result for one system function
does not mean that, for the same system, some users cannot derive signifi-
cant benefits for other system functions. Similarly, complete evaluation of
a system over time should examine basic components (e.g., the knowledge
base, ability to generate reasonable differential diagnoses, ability to critique
diagnoses, and so on), as well as clinical functionality (e.g., can novice users,
after standard training, successfully employ the system to solve problems
that they might not otherwise solve as efficiently or completely?). The field
of DDSS evaluation will become mature only when clinical system users
regularly derive the same benefit from published DDSS evaluations as they
do from evaluations of more standard clinical interventions.

Diagnostic Decision Support Systems Interface and
Vocabulary Issues
A critical issue for the success of large-scale, generic DDSS is their environ-
ment.Small, limited,“niche”systems may be adopted and used by the focused
community for which they are intended, while physicians in general medical
practice, for whom the large-scale systems are intended, may not perceive 
the need for diagnostic assistance on a frequent enough basis to justify pur-
chase of one or more such systems. Therefore, it is common wisdom that
DDSS are most likely to succeed if they can be integrated into a clinical envi-
ronment so that patient data capture is already performed by automated 
laboratory and/or hospital information systems. In such an environment, the
physician will not have to manually enter all of a patient’s data in order to
obtain a diagnostic consultation.However,it is not straightforward to transfer
the information on a patient from a hospital information system to a diagnos-
tic consultation system. If 100 hematocrits were measured during a patient’s
admission, which one(s) should be transferred to the consultation system—
the mean, the extremes, or the value typical for a given time in a patient’s
illness? Should all findings be transferred to the consultation system, or only
those findings relevant to the patient’s current illness? These questions must
be resolved by careful study before one can expect to obtain patient consulta-
tions routinely and automatically within the context of a hospital information
system.Another reason for providing an integrated environment is that users
will not use a system unless it is sufficiently convenient to do so.By integrating
DDSS into healthcare provider results reporting and order entry systems,
the usual computer-free workflow processes of the clinician can be replaced
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with an environment conducive to accomplishing a number of computer-
assisted clinical tasks,making it more likely that a DDSS will be used.

Interfaces between automated systems are, at times, as important as the
man-machine interface. Fundamental questions, such as the definition of
diseases and of findings, limit our ability to combine data from the litera-
ture, from clinical databanks, from hospital information systems, and from
individual experts’ experiences in order to create DDSS. Similar problems
exist when trying to match the records from a given case (collected manu-
ally or taken from an electronic medical record) with a computer-based
diagnostic system. A diagnostic system may embody different definitions
for patient descriptors than those of the physician who evaluated the
patient, even though the words used by each may be identical.

In order to facilitate data exchange among local and remote programs, it
is mandatory to have a lexicon or interlingua which facilitates accurate and
reliable transfer of information among systems that have different internal
vocabularies (data dictionaries). The United States National Library of
Medicine Unified Medical Language System (UMLS) project, which
started in 1987 and continues through the present time, represents one such
effort.71

Legal and Ethical Issues
Proposals have been made for governmental agencies, such as the United
States Food and Drug Administration (FDA), which oversees medical
devices, to regulate use of clinical software programs such as DDSS. These
proposals include a variety of recommendations that manufacturers of such
systems would be required to perform to guarantee that the systems would
function per specifications.

There is debate about whether these consultation systems are actually
devices in the same sense as other regulatable devices. In the past, govern-
mental regulation has not been considered necessary when a licensed prac-
titioner is the user of a DDSS.72 It would be both costly and difficult for the
government to regulate DDSS more directly, even if a decision were made
to do so. For general DDSS programs like Iliad, QMR, Meditel and
DXplain, with hundreds to thousands of possible diagnoses represented in
their knowledge bases,70 conducting prospective clinical trials, to demon-
strate that the system worked for all ranges of diagnostic difficulty for a
variety of patients with each diagnosis, would require enrollment of huge
numbers of patients and would cost millions of dollars.

Other approaches, such as a “software quality audit” to determine,
prospectively, if a given software product has flaws, would also be clinically
impractical. The clinician seeking help may have any of several dozen kinds
of diagnostic problems in any given case. Unless it is known, for a given
case, which kind of problem the practitioner will have, performing a soft-
ware quality audit could not predict if the system would be useful.
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Consider the dilemma the FDA or other responsible regulatory agency
would face if it agreed to review situations when a user files a complaint.
First, one must note that few patients undergo definitive enough diagnos-
tic evaluations to make it possible to have a “gold standard” (certain) diag-
nosis. So if the doctor claims the program was wrong, a major question
would be how governmental auditors would know what the actual “right”
diagnosis was. Second, the reviewers would need to know all of the infor-
mation that was knowable about the patient at the time the disputed diag-
nosis was offered.This could potentially violate patient confidentiality if the
records were sent to outsiders for review. All sources of information about
the patient would have to be audited, and this could become as difficult as
evidence gathering in a malpractice trial. To complete the sort of audit
described, the governmental agency would have to determine if the user
had been appropriately trained and if the user used the program correctly.
Unless the program had an internally stored complete audit trail of each
session (down to the level of saving each keystroke the user typed), the
auditors might never be able to recreate the session in question. Also, the
auditors would have to study whether the program’s knowledge base was
appropriate. Initial development of the R-QMR knowledge base at the Uni-
versity of Pittsburgh required an average of three person-weeks of a clini-
cian’s time, which went into literature review of 50–150 primary articles
about each disease, with additional time for synthesis and testing against
cases of real patients with the disease. For an auditor to hire the required
expertise to review this process for hundreds to thousands of diseases for
each of the programs that it would have to review and subsequently
monitor would be costly and cumbersome. The ultimate question, very dif-
ficult to answer, would be whether the original user in the case in question
used the system in the best way possible for the given case. Making such a
determination would require the governmental agency to become expert in
the use of each DDSS program. This could take up to several months of
training and practice for a single auditor to become facile in the use of a
single system. It would be difficult for a governmental agency to muster the
necessary resources for even a small number of such complaints, let alone
nationwide for multiple products with thousands of users. The complexity
of these issues makes it very difficult to formulate appropriate regulatory
policy. In addition to legal issues concerning regulation, there are other legal
and ethical issues relating to use of DDSS that are discussed in Chapter 6.

The Future of Diagnostic Decision Support Systems

It is relatively safe to predict that specialized, focused DDSS will prolifer-
ate, and a sizable number of them will find widespread application.1 As new
medical devices are developed and older devices automated, DDSS 
software that enhances the performance of the device, or helps users to
interpret the output of the device, will become essential. Computerized
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electrocardiogram (EKG) analysis, automated arterial blood gas interpre-
tation, automated protein electrophoresis reports, and automated differen-
tial blood cell counters, are but a few examples of such success at the present
time. In fact, since Miller published an article summarizing past DDSS activ-
ities in 1994,1 the great majority of the several dozen articles on “diagnosis,
computer-assisted” indexed in MEDLINE have described focused systems
for the interpretation of images (radiological studies and pathology cytol-
ogy/sections/slides), signals (EKGs, electroencephalograms (EEGs), and so
on), and diagnosis of very narrowly defined clinical conditions. One by-
product of the success of these systems is that users may be less vigilant in
questioning system accuracy. In a recent article,Tsai and colleagues pointed
out the potential clinical dangers of overreliance of inexpert clinicians on
computer systems for advice—they tend to follow the advice even when it
is wrong.73

The future of large-scale, “generic” diagnostic systems is hopeful,
although less certain. As discussed in this and other chapters, a number of
major challenges remain to be solved before DDSS that address large
medical problem domains can succeed over time. No matter what the level
of use of large-scale, generic DDSS in clinical practice, it is well established
that such systems can play a valuable role in medical education.1 The
process of knowledge-base construction, utilization of such knowledge
bases for medical education in the form of patient case simulations, and the
use of DDSS have all been shown to be of educational value in a variety
of institutional settings.

One exception to the overwhelming recent trend of developing focal
DDSS has been the development of the ISABEL system for general diag-
nosis.74–78 Berner discussed the implications of evaluating DDSS using less
than absolute gold standards, as was proposed by the ISABEL team, in a
well balanced perspective covering “correctness” of diagnosis, “appropri-
ateness” of management suggestions, end-user acceptance and satisfaction,
degree of adoption and use of a DDSS, and issues related to human-
computer system interfaces.79

In summary, the future of DDSS appears to be promising. The number
of researchers in the field is growing. The diversity of DDSS is increasing.
The number of commercial enterprises interested in DDSS is expanding.
Rapid improvements in computer technology continue to be made. A
growing demand for cost-effective clinical information management, and
the desire for better health care, is sweeping the United States.80 Evidence-
based medicine is now in vogue. All these factors will insure that new and
productive DDSS applications will be developed, evaluated, and used.
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